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Welcome
This reference architecture provides guidance for designing and creating a greenfield Multi-Access Edge
Computing (MEC) infrastructure platform by using VMware Telco Cloud Infrastructure OpenStack
Edition and MEC runtime stack from MobiledgeX.
This document describes the high-level design principles and considerations when implementing an
environment that is based on World Wide Technology’s Advanced Technology Center (ATC) validated
design and the VMware Telco Cloud Infrastructure OpenStack Edition 1.0 Reference Architecture. It also
provides example scenarios to help you understand the platform capabilities.
Find the complete VMware Telco Cloud Infrastructure OpenStack 1.0 Reference Architecture at:
https://docs.vmware.com/en/VMware-Telco-Cloud-Infrastructure-OpenStack-Edition/1.0/telco-cloudinfrastructure-openstack-edition-reference-architecture-10/GUID-D884D533-E8C3-4E08-A21336547CBED77A.html

Version History
Table 1-1. Document History Details
Date

Description

October 31, 2020

Initial Document Creation

Release Notes
The Reference Architecture version 1.5 release undergoes a renaming of the solution from the
MobiledgeX Cloudlet Platform to the Converged Edge Platform (CEP). This allows consumers of the
solution to embrace multiple services at the core and edge sites, including multi-access edge computing
(MEC), private LTE and other virtualized services. All information in this document has been updated to
reflect the name change.
In addition, the new Reference Architecture updates support from VMware vCloud NFV 3.3 OpenStack
Edition to VMware Telco Cloud Infrastructure 1.0 OpenStack edition. The following components have
been updated:
•

VMware ESXi 6.7 U3b

•

VMware NSX-T Data Center Advanced Edition 3.0.2
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•

VMware vRealize Operations Manager 8.1.1

•

VMware vRealize Log Insight 8.1.1

•

VMware vSAN 6.7 U3 Standard Edition

•

VMware Integrated OpenStack 7.0 (based on OpenStack Train)

•

VMware vCenter Server 6.7 U3j

•

VMware vSphere Replication 8.3.0.2

•

VMware vRealize Network Insight 5.3

•

VMware Site Recovery Manager 8.3.0.2

Intended Audience
This document is intended for telecommunications, cable, media and other customers who are
responsible for delivering applications and/or virtualized network services (VNFs) in a Multicloud
Communication Service Provider model.
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Document Structure
Table 1-2. Document Structure
Section

Description

Reference Environment

Introduces the target conceptual reference environment and customer drivers for
edge computing with the MobiledgeX MEC runtime.

Architectural Framework and Components

Covers the logical architecture and components of the Converged Edge
Platform.

Core Reference Architecture

Defines the core reference architecture of the Converged Edge Platform to
meet target customer objectives.

Deployment Options

Describes the two deployment configurations for configuring the Converged Edge
Platform to meet target design and scale objectives.

Sample Use Cases

Covers a set of use case scenarios to deliver ISV applications in a Converged Edge
Platform.

Acronyms and Definitions
MobiledgeX and VMware Telco Cloud Infrastructure (TCI) use a specific set of acronyms that apply to
the NFV technology and the telco industry.
Table 2-1. General Acronyms
Abbreviation

Description

BFD

Bidirectional Forwarding Detection, for failure detection on the transport links.

DPDK

Data Plane Development Kit, an Intel-led packet processing acceleration technology.

MTTR

Mean Time to Repair.

MTTU

Mean Time to Understand.

MEC

Multi-Access Edge Computing or Mobile Edge Computing

Table 2-2. TCI Acronyms
Abbreviation

Description

CCP

Centralized Control Plage in the VMware NSX-T™ Data Center architecture

CNF

Cloud-Native Network Function, executing within a Kubernetes environment.

LCP

Local Control Plane in the NSX-T Data Center architecture

MANO

Management and Orchestration components, a term originating from the ETSI NFV architecture
framework.

NFV

Network Functions Virtualization

NFVI

Network Functions Virtualization Infrastructure

NFVO

Network Functions Virtualization Orchestrator
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N-VDS (E)

Enhanced mode when using the NSX-T Data Center N-VDS segments. This mode enables DPDK for workload
acceleration.

N-VDS (S)

Standard mode when using the NSX-T Data Center N-VDS segments.

VIM

Virtualized Infrastructure Manager

VNF

Virtual Network Function, executing in a virtual machine.

VNFM

Virtual Network Function Manager

Table 2-3. Telco Acronyms
Abbreviation

Description

HSS

Home Subscriber Server in the mobile evolved packet core 4G architecture.

MVNO

Mobile Virtual Network Operator.

PCRF

Policy, Charging and Rating Function, in the mobile evolved packet core 4G architecture.

PGW

Packet Gateway in the mobile evolved packet core 4G architecture.

SGW

Service Gateway in the mobile evolved packet core 4G architecture.

SBC

Session Border Controller used in voice telephone for control and data plane communications between clients.

UPF

User Plane function

VPP

Vector Packet Processing
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Introduction to Converged Edge Platform
The Converged Edge Platform (CEP) is a turnkey virtualized container infrastructure that provides a
standard method for resource allocation and security to operators and developers. Leveraging hyperconverged hardware and VMware Telco Cloud Infrastructure (TCI) OpenStack Edition, companies can
quickly deliver a 4G/5G edge application platform. This solution is designed in partnership by World
Wide Technology (WWT), VMware and MobiledgeX to deliver native applications and virtual network
functions (VNF) across the globe.
The Telco Cloud Infrastructure OpenStack Edition platform implements a modular design with
abstractions that enable multi-vendor, multi-domain, and hybrid physical and virtual execution
environments. The IaaS layer that is exposed through the upstream OpenStack Train release, provides a
CI/CD environment for workload lifecycle management. The platform also delivers an automation
framework to interoperate with external functions for service orchestration and management.
In addition to the core NFV infrastructure (NFVi) components for compute, storage, networking, and
VIM, the Telco Cloud Infrastructure OpenStack Edition platform includes a fully integrated suite for
operational intelligence and monitoring. This suite can be used to further enhance the runtime
environments with workflows for dynamic workload optimization and proactive issue avoidance.
Figure 3-1. Telco Cloud Infrastructure Components
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Reference Environment
Independent Software Vendor (ISV) applications and virtual network functions require a blend of lowlatency, high throughput, and high user densities and concurrences. The distribution of functional
components will require a more sophisticated service delivery model.
The network is transforming into a mixture of highly distributed functions together with centralized
functions. This way, the network is moving away from the typical centralized model in service delivery.
There is also an emerging paradigm shift with employing third-party IaaS, PaaS, and SaaS offerings from
public cloud providers.
Figure 4-1. Reference Environment

The highly distributed topology of the network will support the next-generation service characteristics
in distribution and composition. It will also require a new way of managing the network and
infrastructure resources. The number of services spanning industry verticals is exploding exponentially.
Today’s endpoint ranging in fixed and mobile offers will grow into the billions with IoT connections. The
highly distributed edge sites are projected to be in the tens of thousands, regional sites in the hundreds,
core sites in the tens, and a large variety of public cloud provider sites.
NFV and Software Defined Networking (SDN) transformations will introduce complex interconnections
and interactions between endpoints such as branches, small offices, connected cars, and IoT gateways
to private data centers and public cloud providers. This environment and its transformation are not only
a technical challenge but also impacts the business and operating processes.
Converged Edge Reference Architecture

PAGE | 9

PROPRIETARY AND CONFIDENTIAL

Reference Environment Requirements
The reference environment places strict requirements for service placement and management to
achieve optimal performance.
•

Federation options: The reference environment topology offers a diverse set of federation options for
endpoints, private and public clouds, each with distinct ownership and management domains. Virtualized
endpoints provide a better control and manageability; however, they are not suitable for all types of use
cases. Likewise, service functions can be distributed and managed across private and public clouds.

•

Disaggregated functions: Services are highly disaggregated so that control, data, and management planes
can be deployed across the distributed topology, commonly referred to as CUPS. Edge clouds offer the
performance advantages of low latency and data plane intensive workloads. Control and management
plane components can be centralized with a regional and global scope.

•

Functional isolation: Provides network and service isolation across different tenancy models in the
reference environment. However, resource management considerations need to be made for shared
network functions such as DNS, policy, authentication, and so on.

•

Service placement: The highly distributed topology allows for flexibility in the workload placement. Making
decisions based on proximity, locality, latency, analytical intelligence, and other EPA criteria are critical to
enable an intent-based placement model.

•

Workload lifecycle management: Each cloud is elastic with workload mobility and how applications are
deployed, executed, and scaled. An integrated operations management solution can enable an efficient
lifecycle management to ensure service delivery and QoS.

•

Carrier grade characteristics: Because CSPs deliver services that are often regulated by local governments,
carrier grade aspects of these services, such as high availability and deterministic performance are also
important.

•

NFVI lifecycle (patching and upgrades): The platform must be patched and upgraded by using optimized
change management approaches for zero to minimal downtime.

MEC Runtime Reference Model
The MobiledgeX framework provides a reference model where network functions and native
applications are delivered through software virtualization with commercial off-the-shelf (COTS)
hardware. This way, NFV moves away from the proprietary, purpose-built hardware that is dedicated to
a single service. The result is a network that is agile, resilient, and equipped to deliver high quality
services. The NFV framework defines functional abstractions and interactions between the building
blocks. Some of these abstractions are already present in current deployments, while others must be
added to support the virtualization process and operation.
The following diagram shows the reference model for a Converged Edge environment with functional
layer abstractions.
Figure 4-2. Layered Abstractions of the Converged Edge Platform Environment
Converged Edge Reference Architecture
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Facility &
Infrastructure Layer

Virtualization Layer

Represents compute hardware, storage, and physical networking as the
underlying pool of shared resources. In addition, there are numerous
other physical network devices such as switches, routers, EMS, and so on,
making the execution ecosystem a hybrid virtual and physical topology.
The virtualization abstraction layer of the Telco Cloud Infrastructure
OpenStack Edition platform delivers the virtualization run-time
environment with network functions and resource isolation for VM-based
workloads. In NFVI, virtualized compute, storage, and networking are
delivered as an integrated solution through vSphere, vSAN, VIO and NSX-T
Data Center. Isolated resources and networks can be assigned to a tenant
slice, which is a runtime isolated partition delivering services. Tenant slices
can be dedicated to a tenant or shared across tenants. The NFVI is
optimized and adjusted for telco-class workloads to enable the delivery of
quality and resilient services. Infrastructure high availability, performance,
and scale considerations are built into this tier for performance
optimization.

Converged Edge Reference Architecture
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Application Platform Layer

Application Layer

This layer provides the Converged Edge components on top of TCI to
deliver orchestration and lifecycle management of native applications
and virtual network functions (VNF). The Distributed Matching Engine
(DME), Cloudlet Resource Manager (CRM) and Kubernetes (K8S)
clusters reside in this platform, which is assembled using VMware
Integrated OpenStack (VIO) and NSX-T Data Center from the
virtualization layer.
The application layer is driven by management components, including
the MobiledgeX Edge-Cloud Console (ECC) to deliver the ability for
registering and managing cloudlets, deploy applications based on
Kubernetes, Docker or virtual machine to edge sites. CNFs are
delivered through additional services, such as Tanzu Kubernetes Grid,
while VNFs are deployed and managed directly with the VIM.

Architectural Framework and Components
This section details the framework for the Converged Edge Platform infrastructure, including the logical
architecture and components. The reference architecture design principles set the framing for the core
and analytics-enabled designs that are discussed in this document.
This chapter includes the following topics:
◼

Logical Architecture and Components

◼

Converged Edge Infrastructure Components

◼

Design Principles

Logical Architecture and Components
The Converged Edge Platform implements the conceptual architecture defined in the VMware Telco
Cloud Infrastructure OpenStack Edition Reference Architecture. This is based on a multi-vendor certified
solution and continued development of standards organizations such as the European
Telecommunications Standards Institute (ETSI). The Converged Edge Platform provides a serviceoriented edge computing model that allows developers, operators and users on-demand access to a
multi-tenant pool of compute, network, and storage resources based on OpenStack Train and VMware.
The platform offers an optional deployment of VMware operations management and centralized
logging to deliver analytics for proactive monitoring and resolution.
The following diagram maps the conceptual architecture to a logical view for the Converged Edge
platform using the centralized management design.
Converged Edge Reference Architecture
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Figure 5-1. Logical Architecture Overview

The Converged Edge Platform delivers a complete integrated solution that has been rigorously tested to
ensure compatibility, robustness, and functionality by VMware, WWT and MobiledgeX.
Converged Edge Infrastructure
The Converged Edge Platform consists of the four abstraction layers that define the functions to
delivering ISV workloads to consumers. At the virtualization layer, ESXi is used to virtualize the compute
resources, NSX-T Data Center to provide virtual networking, and vSAN for storage. For the Virtual
Infrastructure Manager (VIM), VMware Integrated OpenStack (VIO) has been selected for the
Converged Edge design, but Telco Cloud Infrastructure (outside of the reference architecture) also
supports vCloud Director as the VIM.
Compute - VMware ESXi
ESXi is the hypervisor software that abstracts the physical x86 server resources from the native
applications and VNFs. Each compute server is called a host in the virtual environment. ESXi hosts are
the fundamental compute building blocks of vSphere, which is centrally managed using the VMware
vCenter Server product. ESXi host resources can be grouped to provide an aggregate set of resources in
the virtual environment that is called a cluster. Clusters logically separate the management and
resource components and are discussed in detail in the Core Reference Architecture section.
Host Management - VMware vCenter Server
®

VMware vCenter Server is the centralized management interface for compute and storage resources in
the NFVI. It provides an inventory of allocated virtual to physical resources, manages inventory-related
information, and maintains an overview of the virtual resource catalogs. vCenter Server collects data
Converged Edge Reference Architecture
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about the performance, capacity, and state of its inventory objects. It exposes APIs to other
management components for fine-grained control, operation, and monitoring of the underlying virtual
infrastructure.
Networking - VMware NSX-T Data Center
NSX-T Data Center is the successor to NSX for vSphere. It allows organizations to programmatically
create, delete, and manage software-based virtual L2 networks, called segments, to provide
connectivity between its services and for communication between VNF components. Dynamic control is
provided through tight integration between the resource orchestration layer and NSX-T Data Center.
Network multitenancy is implemented by using NSX-T Data Center, by assigning customers their own
virtual networking components and providing different network segments. A two-tiered architecture is
used in the NSX-T Data Center design to implement a provider and tenant separation of control across
the logical switching and routing fabric. Logical switching is supported in two modes, N-VDS Standard
with support for overlay and VLAN backed and overlay networks and N-VDS Enhanced for DPDK
acceleration of VLAN and Overlay networks. The fully distributed routing architecture enables routing
functionality closest to the source. This structure gives both provider and tenant administrators
complete control over their services and policies.
NSX-T Data Center also implements a separation of management, control, and data planes. The NSX
Manager and Edge are components of this architecture that are discussed in the sections to follow.
Edge Services - VMware NSX-T Data Center
NSX-T Data Center provides two classes of routing capabilities, Distributed Router (DR) and Service
Router (SR). The service router capability enables services such as NAT, firewall, load balancer, and so
on, at a Tier-0 and Tier-1 gateway that OpenStack instances can employ with stateful and stateless
options. The Edge services cannot be distributed and require a centralized pool of capacity with high
availability and scalability. The appliances that host the centralized services or SR instances are called
Edge Nodes. These nodes also provide connectivity to the physical infrastructure.
Storage - VMware vSAN
vSAN is the native vSphere storage component in the NFVI virtualization layer, providing a shared
storage pool between hosts in the vSphere cluster. With vSAN, storage is shared by aggregating the local
disks and flash drives that are attached to the host. Although third-party storage solutions with storage
replication adapters that meet the VMware storage compatibility guidelines are also supported, this
reference architecture discusses only the vSAN storage solution using all-flash storage.
Resource Orchestration - VMware Integrated OpenStack
VMware Integrated OpenStack is the component that Telco Cloud Infrastructure OpenStack Edition
exposes as the interface to the native application and VNF services. It leverages the vCenter Server
Converged Edge Reference Architecture
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Appliance and NSX Manager to orchestrate compute, storage, network, and imaging infrastructure
services from a single, programmable interface. The OpenStack projects used in Telco Cloud
Infrastructure OpenStack Edition include Horizon, Keystone, Nova, Neutron, Cinder, Glance, Swift, Aodh,
Panko, Gnocchi, Designate, and Heat.
VMware Integrated OpenStack in addition extends the execution environment to deploy and maintain
enterprise-class cloud native clusters in an OpenStack environment. The implementation provides full
heterogeneity and choice of native VM-based workloads and containerized micro-services. Cloud native
clusters are configured to use VMware Integrated OpenStack enterprise-grade services such as
Keystone authentication for the cluster, Cinder to provide persistent storage for stateful applications,
and Neutron Load Balancing as a Service (LBaaS) for service scaling and high availability. Container
networking is fully integrated into NSX-T Data Center by using the Container Network Interface (CNI)
framework that can be configured in a consistent manner.
In addition, feature enhancements include support for elastic Tenant vDCs spanning multiple clusters,
Keystone Federation to have unified identity management across multiple VMware Integrated
OpenStack instances, Neutron QoS to shape bandwidth consumption per tenant, improved
manageability, and API security using rate limiting.
Business Continuity
The Converged Edge Platform supports providing backup and disaster recovery solutions using VMware
Telco Cloud Infrastructure OpenStack Edition components, as well as third-party solutions.
VMware Site Recovery Manager
VMware Site Recovery Manager (SRM) is a disaster recovery (DR) solution that can provide both storagebased replication and vSphere Replication. As a recovery product, SRM provides automation through
protection groups to allow quick recovery at different sites, failover testing, and fail-back capabilities. In
addition, SRM can also be used as a migration tool to move workloads to new hardware, or new Data
Center locations.

VMware vSphere Replication
VMware vSphere Replication is a virtual appliance that provides the ability to capture and replicate
vSphere virtual machines asynchronously from one location to another. This software can be used as a
standalone data protection solution or integrated with Site Recovery Manager for disaster recovery
protection.

Operations and Analytics
VMware Telco Cloud Infrastructure 1.0 OpenStack Edition includes several software products designed
to deliver analytics to the Converged Edge platform through performance monitoring, alerts,
troubleshooting, remediation and reporting. This document does not detail the VMware vRealize
Converged Edge Reference Architecture
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products utilized but provides a summary on the components. Complete details can be found in the
VMware Telco Cloud Infrastructure 1.0 Reference Architecture and at www.vmware.com.
Figure 5-2. Analytics Components in the Management Pod

VMware vRealize Operations Manager
VMware vRealize Operations (vROps) provides performance monitoring and alerting for both virtual and
physical components of the Converged Edge platform. By leveraging Operations Management Packs
from the VMware Marketplace, deployments can analyze a variety of components including server
hardware, vSAN, VIO, network switching, Kubernetes and more. In addition to health and performance
monitoring, vRealize Operations provides capacity planning, inventory management, compliance and
forecasting. The software also integrates with vRealize Orchestrator to provide automation workflows
to remediate issues.
Figure 5-3. Operations Manager Deployment
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VMware vRealize Log Insight
VMware vRealize Log Insight (vRLI) provides a centralized log management system with dashboards,
analytics, and third-party extensibility. Administrators can gain deep insights through interactive
analytics and dashboard views for both physical and virtual components. By leveraging the VMware
Marketplace, Log Insight Content Packs can be installed to provide a number of third-party integrations
for different OEMs, software components (e.g. databases, web applications, etc.), and public cloud
support.
VMware vRealize Network Insight
vRealize Network Insight (vRNI) provides a detailed view into the overall health of they physical and
virtual networking environment. Tightly integrated with NSX-T, layer 2/3 metrics are collected that
provides network topology information, traffic flow details and event data. Dashboard views provide
Information on managed switching of East-West traffic between ISV applications and VNFs, and NorthSouth traffic in and out of the Converged Edge platform.
VMware vRealize Orchestrator
VMware vRealize Orchestrator (vRO) is the primary automation engine for several VMware products,
including vRealize Operations, vRealize Automation (vRA), and vCloud Director (vCD). Administrators can
create custom workflow packages to support a variety of Day 0 through Day 2 tasks or leverage thirdparty packages from the VMware Marketplace. In the Converged Edge platform, vRO can automate
instance creation/management in VIO, stand up new hardware, administer networking and provide
remediation with vROps integration. The possibilities are endless based on the Data Center needs
through custom workflow creativity.

TCI OpenStack Edition Components
The components within the VMware Telco Cloud Infrastructure OpenStack Edition provide the
necessary products to support the Converged Edge Platform. However, the analytics and disaster
recovery software are not included in this reference architecture design. The following table lists the
VMware software products selected in this architecture along with the supported versions from the TCI
1.0 release.
Table 5-1. Telco Cloud Infrastructure OpenStack Edition Components
Component
VMware ESXi™
VMware vRealize® Orchestrator
VMware NSX-T® Data Center Advanced
VMware vSAN™ Standard Edition

Converged Edge Reference Architecture
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VMware® Integrated OpenStack
VMware vCenter® Server Appliance™

7.0
6.7 U3j

Converged Edge Components
Cloud Controller
The Edge-Cloud controller is MobiledgeX’s manager of all compute infrastructure federated by
MobiledgeX. Internally, it has two layers: A Master Controller that operates on a global level, and
several Regional Controllers, that are often instantiated on a per-country basis. The Master Controller
administers user accounts, access credentials and permissions, the organizations that they belong to,
and the applications that they have uploaded to the MobiledgeX platform. Individual compute
infrastructure deployments are called cloudlets in MobiledgeX’s nomenclature.
The Master Controller coordinates with multiple Regional Controllers, each deployed at a country or
jurisdiction-level. This division enables adherence to strict privacy regulations on the storage and
transfer of data, which can differ between regions, and change independently of other areas.
MobiledgeX platform updates can be implemented quickly and uniformly across all Controllers. Both the
Master and Regional Controllers are administered by the MobiledgeX operations engineering team and
run on public cloud infrastructure.
Application deployment policies and instance information are managed by Regional Controllers, which
oversee the cloudlets to which the application instances are provisioned. Usage and performance
metrics are aggregated from cloudlets to database services that interface with the Regional Controllers.
By leveraging database services to store persistence data, the Master and Regional Controllers can
recover quickly from faults, and scale horizontally with a load. A load balancer distributes traffic to
individual Master & Regional Controller instances, and there are typically three instances of a Master or
Regional Controller running concurrently, improving the system availability.
Monitoring
The Converged Edge Platform supports operations and analytics monitoring from software components
in the Telco Cloud Infrastructure 1.0 Reference Architecture. In addition, MobiledgeX has native
analytics and support for OpenStack metrics from Ceilometer. The figure below shows a sample of the
monitoring viewed from the MobiledgeX Cloud Controller User Interface (UI).
Figure 5-4. MobiledgeX Edge-Cloud Console

Converged Edge Reference Architecture
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Cloudlet Resource Manager
The Cloudlet Resource Manager (CRM) has three essential functions that it performs on behalf of the
user's workload. First, it manages and continuously monitors the compute, networking, and storage
resources that are within a cloudlet, primarily through OpenStack API calls to the underlying
virtualization platform provided by the infrastructure operator partner, such as VMware Integrated
OpenStack. Secondly, the CRM will instantiate users' application backends following the associated
application deployment policy, elastically scale as required, and continuously monitor state and health.
Finally, the CRM will deploy and configure NGINX network traffic load balancers on behalf of the
application backends, which can be either dedicated to individual users or shared amongst users.
Distributed Matching Engine
The primary function of the Distributed Matching Engine (DME) is to match an end-user with an
application instance. The matching process is initiated once the end user's device sends a registerClient
API call via MobiledgeX’s SDK. The DME receives this API call, searches an inventory of application
instances, and enables the end-user device to establish an encrypted communication channel with the
closest instance. If the user is connecting via a 4G LTE or 5G network, then the DME can validate the
legitimacy of the subscriber and their network access permissions through integration with the network
operator's operations and billing infrastructure.
Figure 5-5. Geo-Based Location DNS
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Upon calling the supplemental findCloudlet API, the end user's application is matched with the closest
application instance, currently based on geographic proximity triangulated by the end user's GPS
coordinates, and the known (fixed) cloudlet locations. Location verification relies on calls to APIs
provided by telecom operators, and the availability and accuracy of location data will vary from
operator to operator. Additional parameters, such as application subscription and service contracts
among the mobile network operator, can be considered during the matching process.
All devices are associated with a single operator network. The DME will only match devices with
application instances that are provisioned within the same operator network or a public cloudlet that is
within 100 kilometers of the user. Public cloudlets are accessible to any device on any operator
network. They are often hosted at a public cloud datacenter, augmenting the geographic coverage and
compute capacity available in the operator's cloudlets.
A DME can be instantiated for each operator network and may be run on compute infrastructure within
the respective operator's network. This instance enables the operator to maintain control over the
private keys that secure the communication between an end user's device, and the application backend.
For the findCloudlet API call to succeed, the application backend is manually instantiated on at least one
of the cloudlets within the operator network in which the end user's device is connecting. The
findCloudlet API call utilizes the web-based user interface. It is the responsibility of the developer to
choose the initial cloudlet (location) in which the application backend is deployed. The Regional
Controller continuously monitors where end devices are connecting from - their geographic location and can provision application backend instances in cloudlets closer to the end-user devices. The number
Converged Edge Reference Architecture
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of end-user devices can define a policy for connection in any given area before an instance is
provisioned on a cloudlet nearest to them.

Design Principles
The following design principles communicate a summary of the details represented in the core and
analytics reference architecture.
Flexible Deployment
The Converged Edge Platform is deployed to support a Two-Pod (Management and combined Resource
and Edge Pods) configuration. The Two-Pod architecture is designed for smaller starting deployments,
where it is acceptable to combine the Resource and Edge functionality in the same hosts.
Workload Acceleration
VMware NSX-T Data Center includes several features to support workloads that require high
performance. These features are delivered with the newly available N-VDS with Enhanced Data Path
Mode that can be used for high-performance workloads. This high- performance capability is available
through the Data Plane Development Kit (DPDK) based enhancements that come with NSX-T Data
Center. Including optimizations through poll mode drivers, CPU affinity and optimization and buffer
management, DPDK provides support for workloads requiring acceleration.
Hybrid Execution Environment
With the ability to support network functions delivered through VMs or containers, the Converged Edge
Platform provides a highly flexible environment for deployments that require VMs and/or containers.
With Cluster Instances in MobiledgeX, customers can deploy, manage, and scale container-based
workloads and networking functions using Docker and Kubernetes deployment types.
Integrated Operational Intelligence
By using a framework that continuously collects data from local and distributed agents, Telco Cloud
Infrastructure OpenStack Edition also provides the capability to correlate, analyze, and enable day 2
operations. In addition, this analytical intelligence can be used with existing assurance engines for
closed-loop remediation.
Application Deployment
Figure 5-6. Orchestration Call Flow
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The MobiledgeX platform natively supports virtual machines, Docker container and Kubernetes clusters.
At the time that an organization is created, repositories for Docker containers and virtual machines are
automatically provisioned. Applications can be uploaded to these repositories from the command line,
and instructions for this are provided in the platform’s graphical user interface.
The MobiledgeX platform also provides a managed Kubernetes environment, and the application owner
is free to define how Kubernetes clusters are formed and scaled, either manually through the webbased graphical interface, or by uploading a manifest (Helm chart). The Kubernetes environment is an
unmodified implementation of the official release published by the Cloud Native Computing
Foundation, enabling developers to migrate their Docker containers and Helm charts without
modification. Kubernetes clusters provide robust isolation between users and are provisioned within
separate Ubuntu Server virtual machines. Kubernetes clusters deployed across multiple cloudlets are
managed together with a single orchestration layer.
The MobiledgeX platform supports three application deployment policies. The first restricts application
instance deployment to specific cloudlets, and optionally segments the instances from the Internet,
ensuring that sensitive data is processed and stored near the user, and within the same operator
network and legal jurisdiction. The second policy defines a threshold for the minimum number of users
who need to connect from a given geographic area before an additional application instance is
provisioned near them. The third policy defines a maximum latency threshold - round trip
communication time between the end user’s device and application backend - that needs to be met
prior to deploying an application backend. This is particularly important for latency-sensitive
applications which leverage cloudlets to offload image, video or object rendering, and relay the result
for display on augment, virtual or mixed reality devices.
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The CRM performs the Kubernetes environment and underlying server provisioning. Once provisioned,
performance and application health monitoring is enabled through Prometheus, and event tracing is
enabled with the open-source Jaeger. The MobiledgeX engineering operations team manages the
maintenance and upgrades of Kubernetes, allowing the developer to focus on developing and
optimizing their end-users’ experience.

Core Reference Architecture
The Converged Edge platform is comprised of building blocks that make up the entire infrastructure
solution supporting ISV’s applications and VNFs.
This chapter includes the following topics:
•

Core Building Blocks

•

Physical Building Blocks

•

Virtual Building Blocks

Core Building Blocks
The Converged Edge platform follows the VMware Telco Cloud Infrastructure OpenStack Edition
reference architecture for configuring pods to delineate between different roles and functions of the
VMware vSphere environment. MobiledgeX is designed to support the Two-Pod design of Telco Cloud
Infrastructure, where the Resource and Edge functions are combined into a single pod. The two pod
functions of the Converged Edge are:

Management Pod

Management and orchestration virtual machines are stored within this pod.
Resource orchestration such as vCenter Server Appliance, NSX Manager, and
VMware Integrated OpenStack are hosted in this Pod along with ancillary
components such as DNS, NTP and LDAP. Optional analytics and business
continuity components, including vRealize Operations Manager, vRealize Network
Insight, vRealize Log Insight, vRealize Orchestrator, Site Recovery Manager and
vSphere Replication would be hosted here as well.
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Resource and Edge Pod

The Resource and Edge pod functions as a combined set of ESXi servers that
deliver NSX-T Edge functions and hosts VIO instances of ISV applications and
VNFs. The type of networking traffic that traverses the Resource and Edge pod is
called North-South traffic.

Physical Building Blocks
Network, compute, and storage are the common physical building blocks for a reference architecture
design. Each component must meet the minimum requirements to be considered a certified solution for
the Converged Edge platform.
Physical Network
Traditional data centers are often designed with three tiers of switches that are core, aggregation, and
access. Access switches connect to aggregation switches, which in turn connect to the core switches.
The design topology of the physical layer can impact the efficiency and latencies.
Figure 6-1. Physical Network Design

Communication between two endpoints within the data center begins from the access switch, traverses
the aggregation switch to the core switch, and travels from there to the remote endpoint. This traffic
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pattern results in inefficiencies and increased latency. While adequate for basic network traffic, this is
not a reasonable traffic pattern for traffic that does not tolerate latency.
A two-tier leaf-and-spine network architecture is the more preferred approach for building a newer data
center infrastructure. The two-tier architecture uses an access switch, or leaf, which is connected to an
aggregation switch, or spine. The leaf switch provides connectivity between endpoints in the data
center, while the spine switch provides high-speed interconnectivity between leaf switches. The leafand-spine network is connected in a full mesh, providing predictable communication and latency
between endpoints. Ethernet connectivity is used from the host to the leaf switch, and the broadcast
domain terminates at the leaf. External Border Gateway Protocol (eBGP) is the control plane option for
routing within the leaf-and- spine architecture.
Physical Servers
The pods within the Converged Edge platform are designed based on VMware vSAN Ready Nodes,
which is a pre-defined set of hardware that has been certified to run VMware vSAN as Hyper-Converged
Infrastructure (HCI). A number of OEMs provide varying build specifications for the ESXi hosts, based on
storage sizing, performance and availability. For a complete list of available configurations, check out
the VMware Compatibility Guide.
Management Pod Sizing
The Management pod in the Converged Edge platform requires a minimum of four (4) ESXi hosts. WWT
recommends an All-Flash vSAN configuration over the hybrid design. The following table lists the
minimum recommended server component sizing for the Management pod hosting vCenter Server,
VMware Integrated OpenStack Manager, and NSX-T Manager.
Table 6-1. Management Pod Server Sizing
Component

Size

CPU

Two (2) Intel Xeon Silver 12C 2.1Ghz or higher

Memory

256GB RAM or higher

Networking

Four (4) Ports x 25Gb Ethernet

Storage – Data

Three (3) 1.92TB SSD or higher

Storage – Caching

One (1) NVMe 800GB or higher

ESXi OS Storage

Internal SD, NVMe or local disk

Note: Additional disks and disk groups should be added to support the vRealize analytics components.
Resource and Edge Pod Sizing
The Resource and Edge pod in the Converged Edge platform requires a minimum of two (2) ESXi hosts in
a vSAN Witness design, and four (4) ESXi hosts for a typical deployment with high availability (HA). Like
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the Management pod, the Resource and Edge pod should be built with an All-Flash vSAN configuration.
The following table lists the recommended server component sizing for the Resource and Edge pod.
Depending on the edge site, the amount of RAM, CPU, network ports and storage could vary based on
application workload requirements.
Table 6.2. Resource and Edge Pod Server Sizing
Component

Size

CPU

Two (2) Intel Xeon Gold 12C 2.1Ghz or higher

Memory

192GB RAM or higher

Networking

Four (4) Ports x 25Gb Ethernet (Intel XXV710), Six (6) if supporting N-VDS Enhanced alongside SR-IOV

Storage – Data

Four (4) 960GB SSD or higher

Storage – Caching

One (1) NVMe 800GB

ESXi OS Storage

Internal SD, NVMe or local disk

GPU

Optional Nvidia Tesla for pass-through support

Virtual Building Blocks
The virtual infrastructure design comprises the design of the software components that form the virtual
infrastructure layer. This layer supports running telco workloads and workloads that maintain the
business continuity of services. The virtual infrastructure components include the virtualization platform
hypervisor, virtualization management, storage virtualization, network virtualization, and backup and
disaster recovery components.
This section outlines the building blocks for the virtual infrastructure, their components, and the
networking to tie all the components together.
Figure 6-2. Virtual Building Blocks
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Storage Design
The Converged Edge uses a shared storage design that is based on vSAN. VMware Telco Cloud
Infrastructure OpenStack Edition also supports certified third-party shared storage solutions, as listed in
the VMware Compatibility Guide, but is not included in this reference architecture.
vSAN is a solution built in the ESXi hypervisor that allows locally attached storage to be pooled and
presented as a shared storage pool for all ESXi hosts in a vSphere cluster. This simplifies the storage
configuration with a single datastore per cluster for management and VNF workloads. With vSAN, VM
data is stored as objects and components. One object consists of multiple components, which are
distributed across the vSAN cluster based on the policy that is assigned to the object. The policy for the
object ensures a highly available storage backend for the cluster workload, with no single point of
failure.
vSAN is a fully integrated hyperconverged storage solution. Creating a shared storage cluster from the
local ESXi host hard disk drives (HDDs) or flash devices, vSAN presents a flash-optimized, highly resilient,
shared storage datastore to ESXi hosts and virtual machines. This allows for the control of capacity,
performance, and availability through storage policies, on a per VM basis.
vSAN supports a minimum of two ESXi hosts for a single cluster, using the vSAN Witness component.
The vSAN Witness is either a physical server, or OVA appliance located outside of the Two-Node cluster.
Details on requirements and setup can be found on the VMware Storage Hub.
Note: When deploying a two-node cluster with the vSAN Witness, the virtual appliance can be deployed
in one vCenter Server instance, while being registered as a host for a different vCenter Server for the
edge site.
Network Design
The Telco Cloud Infrastructure OpenStack platform consists of infrastructure networks and VM
networks. Infrastructure networks are host level networks that connect hypervisors to physical
networks. Each ESXi host has multiple port groups configured for each infrastructure network.
The hosts in each Pod are configured with virtual distributed switches that provide a consistent network
configuration across multiple hosts. One N-VDS Standard switch is used for VM networks and
infrastructure networks. The N-VDS Enhanced switch is used as the transport for telco workload traffic.
Figure 6-3. Virtual Network Design
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Infrastructure networks are used by the ESXi hypervisor for vMotion, VMware vSphere Replication,
vSAN traffic, and management and backup. The Virtual Machine networks are used by VMs to
communicate with each other. These networks are implemented by one VDS switch, for both
infrastructure networks and VM networks. A separate N-VDS Enhanced switch is used for workload
traffic. Each N-VDS switch has separate uplink connectivity to the physical data center network,
completely separating its traffic from other network traffic. The uplinks are mapped to a pair of physical
NICs on each ESXi host, for optimal performance and resiliency.
VMs can be connected to each other over a VLAN or over Geneve-based overlay tunnels. Both networks
are designed according to the requirements of the workloads that are hosted by a specific Pod. The
infrastructure N-VDS Standard switch and networks remain the same regardless of the Pod function.
However, the VM networks depend on the networks that the specific Pod requires. The VM networks
are created by NSX-T Data Center to provide enhanced networking services and performance to the Pod
workloads. The ESXi host's physical NICs are used as uplinks to connect the N-VDS switches to the
physical network switches. All ESXi physical NICs connect to layer 2 or layer 3 managed switches on the
physical network. It is common to use two switches for connecting to the host physical NICs for
redundancy purposes.
Following are the infrastructure networks used in the Pods:
•

ESXi Management Network. The network for the ESXi host management traffic.

•

vMotion Network. The network for VMware vSphere vMotion traffic.

•

vSAN Network. The network for vSAN shared storage traffic.

®
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•

Backup Network. The network that is dedicated to offline storage such as NFS and used for workload
backup and restore as needed.

•

Replication Network. This is the network that is used for replicating data for data protection.

Management Pod
This section describes the design for the Virtualized Infrastructure Management (VIM) components:
vCenter Server Appliance, NSX Manager, and VMware Integrated OpenStack.
In addition to these core components, the Management Pod also contains the operations management
components. For more information, see the Analytics-Based Reference Architecture section.
Components
The Management Pod contains the components that manage the Telco Cloud Infrastructure OpenStack
Edition runtime environment.
vCenter Server
The Management Pod is implemented as a cluster that is managed by the first vCenter Server instance.
To form the foundation of a carrier grade virtualized infrastructure, the components of the
Management Pod benefit from the cluster features such as resource management, high availability, and
resiliency. A second vCenter Server is deployed in the Management Pod to oversee the Resource and
Edge Pods.
Each vCenter Server instance is a virtual appliance that is deployed with an embedded database. The
®

vCenter Server Appliance™ is preconfigured, hardened, and fast to deploy. The appliance allows for a
simplified design, eases management, and reduces administrative efforts. vCenter Server Appliance
availability is ensured by using vSphere High Availability enabled on the cluster.
The Platform Services Controller contains common infrastructure security services such as VMware
vCenter® Single Sign-On, VMware Certificate Authority, licensing, service registration, and certificate
management services. The Platform Services Controller handles identity management for administrators
and applications that interact with the vSphere platform.
The Platform Services Controller and its related services will be embedded within the vCenter Server
Appliance. This eliminates the need for separate Platform Services Controller VM instances and their
corresponding load balancers, thus simplifying its deployment and administration and reducing the
management components footprint.
Data backup and restore of each vCenter Server instance and its embedded Platform Services Controller
is provided by using the native backup service that is built in the appliances. This backup is performed to
a separate storage system by using network protocols such as SFTP, HTTPS, and SCP.
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VMware NSX-T Data Center
NSX Manager is the management plane for the NSX-T system. It provides the ability to create, configure,
and monitor NSX-T Data Center components, such as segments, and NSX Edge Nodes. NSX Manager
provides an aggregated system view and is the centralized network management component of NSX-T
Data Center. It provides a method for monitoring and troubleshooting workloads that are attached to
the virtual networks that NSX-T Data Center creates. NSX-T Data Center provides configuration and
orchestration of logical networking components such as logical switching and routing, networking
services, Edge services, security services, and distributed firewall capabilities.
The NSX Manager contains an advanced distributed state management system that controls virtual
networks and overlay transport tunnels. It is an embedded service within the NSX Manager appliance
thus simplifying the administration of NSX. The control plane in NSX-T Data Center is split into: Central
Control Plane (CCP) that runs on the NSX Manager nodes and Local Control Plane (LCP) that runs on the
transport nodes, adjacent to the data plane it controls. The central control plane computes some
ephemeral runtime state based on the configuration from the management plane and disseminates
information reported through the local control plane by the data plane elements. The local control
plane monitors local link status, computes most ephemeral runtime state based on updates from the
data plane and CCP and pushes the stateless configuration to forwarding engines. The central control
plane (CCP) is logically separated from all data plane traffic, therefore any failure in the control plane
does not affect the existing data plane operations.
NSX Managers are deployed as a cluster of three manager nodes for high availability with anti-affinity
rules configured to ensure that the NSX Managers and the CCP reside on separate hosts to protect
against host failures. The LCP shares fate with the data plane element that hosts it, while the CCP
inherits the same fate as the NSX Manager in terms of availability. The NSX Manager communicates
with Edge clusters over a common management network. The management components of the Telco
Cloud Infrastructure platform communicate over the same management network to request network
services from the NSX-T Data Manager.
VMware Integrated OpenStack
The VMware Integrated OpenStack Manager connects to the vCenter Server instance that manages the
Management Pod. It uses a VM template to rapidly deploy, administer, and perform day 2 management
operations of the VMware Integrated OpenStack management plane components that are deployed in
the Management Pod. Once deployed, VMware Integrated OpenStack connects to the vCenter Server
instance that manages the Resource and Edge Pods. This vCenter Server instance is responsible for
storage and compute resources. VMware Integrated OpenStack also connects to the NSX Manager
instance that is associated with tenant networking.
Figure 6-4. VMware Integrated OpenStack Management Components
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The VMware Integrated OpenStack management plane features a microservices-based architecture. All
the OpenStack services and VMware Integrated OpenStack management services are containerized and
managed by Kubernetes. This results in a more lightweight installation, and the control plane requires
fewer compute, memory, and network IP address resources. The control plane can be dynamically
scaled out, and the number of service instances can be scaled in or out after VMware Integrated
OpenStack is deployed. The time required to deploy OpenStack is reduced, and the reconfiguration after
any day-2 operation is completed quickly.
All management components have connectivity to each other through a dedicated management
network.
VMware Integrated OpenStack is closely integrated with NSX-T Data Center, providing tenants with
enhanced features and capabilities for managing their VNF networking needs by using the Horizon
interface and APIs. Network services include firewalling, network NAT, static and dynamic routing, and
load balancing. Tenants can provision Geneve-backed segments for East-West VNF component
connectivity and deploy NSX Edges for the North-South traffic as required when connecting to other
tenants or to external networks.
It is a best practice that each cluster within Telco Cloud Infrastructure OpenStack Edition is configured to
use a shared storage solution. When hosts in a cluster use shared storage, manageability and agility
improve.
Networking
The Management Pod networking consists of the infrastructure and VM networks. The following
diagram shows all the virtual switches and port groups of the Management Pod.
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Figure 6-5. Management Pod Networking

Resource and Edge Pod
This section describes the components of the Resource and Edge Pod, and their functions.
Components
The Resource and Edge Pod components provide the compute infrastructure for running applications
and VNFs under VMware Integrated OpenStack. This includes virtual machines and/or Kubernetes
container cluster. In addition to compute, the Resource and Edge pod also provides fabric for the NorthSouth connectivity to the provider networks, and East-West traffic between workloads and hypervisors.
Edge Nodes
An Edge Node is the appliance that provides network connectivity to the physical infrastructure and to
the virtual domain. Edge Nodes serve as pools of capacity, dedicated to running network services that
cannot be distributed to the hypervisors. The network functionality of the Edge node includes:
◼

Connectivity to physical infrastructure.

◼

Edge services such as NAT, DHCP, firewall, and load balancer.

Edge nodes are available in two form-factors: VM and bare metal. Both leverage the data plane
development kit (DPDK) for faster packet processing and high performance. For this reference
architecture, only VM edge appliances are utilized.
The NSX-T Data Center VM Edge in VM form-factor is installed by using an OVA, OVF, or ISO file.
Depending on the required functionality, there are deployment-specific VM form-factors.
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Edge Clusters
Edge nodes are deployed as pools of capacity (a cluster), dedicated to running network services that
cannot be distributed to the hypervisors. An Edge cluster can either be all VM or all bare metal formfactors.
The Edge cluster provides scale out, redundant, and high-throughput gateway functionality for logical
networks. Scale out from the logical networks to the Edge nodes is achieved by using ECMP. There is
total flexibility in assigning gateways to Edge nodes and clusters. Tier-0 and Tier-1 gateways can be
hosted on either same or different Edge clusters. Centralized services must be enabled for the Tier-1
gateway to coexist in the same cluster.
There can be only one Tier-0 gateway per Edge node, however multiple Tier-1 gateways can be hosted
on one Edge node.
In addition to providing distributed routing capabilities, the edge cluster enables edge services at a
provider or tenant scope. When one of these edge services is configured or an uplink is defined on the
gateway to connect to the physical infrastructure, a Service Router (SR) is instantiated on the Edge
Node. The Edge Node is also a transport node just like compute nodes in NSX-T, and similar to compute
node it can connect to more than one transport zone, one for overlay and other for N-S peering with
external devices.
A maximum of eight Edge Nodes can be grouped in an edge cluster. A Tier-0 gateway supports a
maximum of eight equal cost paths, thus a maximum of eight Edge Nodes are supported for ECMP. Edge
Nodes in an edge cluster run Bidirectional Forwarding Detection (BFD) on both tunnel and management
networks to detect the Edge Node failure. The BFD protocol provides fast detection of failure for
forwarding paths or forwarding engines, improving convergence. Bare metal form factors can support
sub-second convergence.
NSX-T Data Center supports static routing and the dynamic routing protocol BGP on Tier-0 gateways on
interfaces connecting to upstream routers. Tier-1 gateways support static routes but do not support any
dynamic routing protocols.
See the NSX Design Guide for more information.
VIO Compute
The Nova-Compute service in VMware Integrated OpenStack provides the connectivity to the Resource
and Edge Pod for building and managing instances within VIO. During the OpenStack deployment,
administrators are prompted to add one or more compute clusters to a Nova availability zone (AZ),
along with the supported backend storage. One or more clusters can belong in a single AZ, and a single
deployment can support multiple availability zones.
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OpenStack Nova relies on additional services to properly function. This includes Neutron for physical
and virtual networking, Glance’s image repository to launch instances, and Keystone for identity and
authentication.
VIO Projects
In VMware Integrated OpenStack, cloud administrators manage permissions through user, group, and
project definitions. Projects in OpenStack are equal to tenants in Telco Cloud Infrastructure. A project is
the administrative container where workloads are deployed and managed. Each deployment of
OpenStack can contain one or more project, which can also contain one or more Tier-1 logical routers to
provide firewall, load balancing and NAT services.

Figure 6-6. OpenStack Projects

Tenant vDCs
A Tenant vDC allows creation of virtual data centers for tenants under different compute nodes that
offer specific SLA levels for each workload. While quotas on projects set limits on the OpenStack
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resources, Tenant vDCs allow providing resource guarantees for tenants and avoid noisy neighbor
scenarios in a multitenant environment.
Networking
The networking of the Resource Pod is highly dependent on the network topology that the telco
workloads deployed by the tenant require. This section describes the network building blocks as
required by tenant workloads and is applicable to both VNF and ISV application workloads. In general,
the Resource and Edge Pod has the infrastructure networks, networks for management and control
plane connectivity, and networks for workloads.
VIO Segment
Segments are the layer 2 networks created by NSX-T Data Center to provide connectivity between its
services and the VMs. Segments form the basis of the tenant networks in the Converged Edge platform.
The primary component in the data plane of the transport nodes is N-VDS. N-VDS forwards traffic
between components running on the transport node (that is between VMs) or between VMs and the
physical network. In the latter case, N-VDS must own one or more physical interfaces (physical NICs) on
the transport node. As with other virtual switches, an N-VDS cannot share a physical interface with
another N-VDS. It can coexist with another N-VDS each using a separate set of physical NICs.
The VIO segments created can support both N-VDS Standard and Enhanced in order to serve a variety of
applications and VNFs. For example, a VNF that is data plane intensive can leverage the N-VDS Enhanced
switch to provide low latency, VLAN backed connectivity using DPDK acceleration. The N-VDS Enhanced
switch is the NSX improved offering over SR-IOV connectivity.
Figure 6-7. Resource and Edge Pod Networking
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Logical Routing
The NSX-T Data Center software solution provides the ability to interconnect both virtual and physical
workloads that are deployed in different logical layer 2 networks. NSX-T enables the creation of network
elements like segments and gateways as software logical constructs and embeds them in the hypervisor
layer, abstracted from the underlying physical hardware.
East-West Traffic
Configuring a gateway through the NSX Manager instantiates a gateway on each hypervisor. For the
VNFs hosted on the same hypervisor, the East-West traffic does not leave the hypervisor for routing.
The gateway is also responsible for routing East-West traffic between hypervisors. The Tier-1 gateway is
deployed and managed by the tenants of VMware Integrated OpenStack, for routing services between
their respective tenant networks within their tenancy.
North-South Traffic
In addition to providing optimized distributed and centralized routing functions, NSX-T Data Center
supports a multi-tiered routing model with a logical separation between the provider routing function
and the tenant routing function. This way, the concept of multitenancy is built in the routing model. The
top-tier gateway is called a Tier-0 gateway, whereas the bottom-tier gateway is called a Tier-1 gateway.
This structure provides both provider and tenant administrators a complete control over their services
and policies. The provider administrator controls and configures Tier-0 routing and services and the
tenant administrators control and configure Tier-1 routing services. Northbound, the Tier-0 gateway
connects to one or more physical routers or layer 3 switches and serves as an on/off ramp to the
physical infrastructure. Southbound, the Tier-0 gateway connects to one or more Tier-1 gateways.
Figure 6-8. Combined North-South and East-West Traffic
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This model also eliminates the dependency on a physical infrastructure administrator to configure or
change anything on the physical infrastructure when a new tenant is configured in the data center. For a
new tenant, the Tier-0 gateway simply advertises the new tenant routes that are learned from the
tenant Tier-1 gateway on the established routing adjacency with the physical infrastructure.

Deployment Options
The designs discussed in this reference architecture are expected to be deployed in either the telecom
edge (also referred to as near-edge), on-premise edge or both (also referred to as far-edge). Two design
configurations are possible that will dictate the management cluster location, a regionalized
configuration and a Localized configuration.
This chapter includes the following topics:
◼

Centralized Management Configuration

◼

Localized Management Configuration

Centralized Management Configuration
The Centralized Management design allows for a smaller edge footprint to exist when starting with a
Converged Edge solution. The initial deployment uses a two-pod design, with the first pod as the
management control plane, and the second as a resource pod for VMware Integrated OpenStack. By
leveraging a hyper-converged solution using VMware vSAN Ready Nodes, including Dell EMC’s VxRail,
the resource pod can start with a minimum of two (2) hosts and scale to support up to 64 hosts per
cluster and 128 clusters maximum, per the current NSX-T Data Center 3.0.2 maximums guide. To utilize
a two-host cluster, a VMware vSAN Witness OVA is located on the management pod.
Note Each edge location running a two-host cluster design must have its own separate vSAN witness
OVA deployed, and the round-trip time (RTT) must not exceed 500ms for witness traffic. The number of
Primary Failures to Tolerate (PFTT) supported with a two-host cluster is limited to one (1) object.
The initial Two-Pod deployment consists of one cluster for the Management components and another
cluster for the collapsed Edge & Resource components. Pods are vSphere objects for pooling virtual
domain resources and managing resource allocation, which can contain one or more clusters. Each pod
in the design scales up independently from the others. The regionalized design combines NSX Resource
and Edge functionality in a single collapsed resource pod, to provide scale up and scale out capability as
demand grows.
This design ensures that management boundaries are clearly defined, capacity is managed, and
resources are allocated based on the functionality that the cluster hosts. VMware Integrated OpenStack
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VIM components allow for fine grained allocation and partitioning of resources to the workloads,
regardless of the scaling method that is used.
The diagram shows a typical Two-Pod design with separation of management, NSX Resource and Edge
functions. Additional hosts and/or clusters can be added to the infrastructure as needed for scaling.
Figure 7-1. Centralized Conceptual Design

Logical View
•

Management Pod. Hosts all the NFV management components. Its functions include resource
orchestration, analytics, BCDR, third-party management, NFV-O, and other ancillary management.

•

Resource and Edge Pod. This Pod provides the virtualized runtime environment, that is compute, network,
and storage, to execute workloads. It also consolidates the NSX Edge Node to participate in the East-West
traffic and to provide connectivity to the physical infrastructure for North-South traffic management
capabilities. Edge Nodes can be deployed in a VM form factor only.

Routing and Switching
Before deploying the Two-Pod configuration, a VLAN design using vSphere Distributed Switches must be
configured to isolate the traffic for infrastructure, VMs, and VIM.
For the NSX-T Data Center deployment and VMware Integrated OpenStack integration, one Virtual
Distributed Switch (VDS) will be used in the Management Pod for both VMkernel traffic and VM
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management traffic. The Resource Pod offers flexibility with the two classes of NSX-T Data Center
switches (N-VDS Standard and N-VDS Enhanced). The N-VDS Standard switch offers overlay and VLAN
networking, while the N-VDS Enhanced switch offers acceleration by using DPDK to workloads.
The NSX-T Data Center two-tiered routing fabric provides the separation between the provider routers
(Tier-0) and the tenant routers (Tier-1). Each project defined in VIO will have a Tier-1 router configured.
The Edge nodes provide the physical connectivity to the core and external networking. Both dynamic
and static routing are possible at the Edge nodes.

Note: NSX-T Data Center requires a minimum of 1600 MTU size for overlay traffic. The recommended
MTU size is 9000.
Design Considerations
A Two-Pod configuration provides a compact design ideal for telco workloads where a single
management pod can be located centrally (e.g. telecom edge), while resource pods are geographically
distributed at on-premise edge locations.
Footprint
When using vSAN as shared storage for the management pod, a minimum of four hosts per cluster for
the initial deployment is required. Resource pods require a minimum of two (2) hosts per cluster with
vSAN Witness but recommended is a four-node cluster. In some cases, a four-node cluster may be
required, depending on initial workload performance requirements compared with the deployed
hardware.
Two-Node Cluster
It is important to note the pros and cons of running a small two-node cluster for Resource & Edge Pod.
The primary reason for deploying at this scale is based on total power, cooling and cabinet space where
the hardware is located. Some edge sites can be as small as a closet with poor ventilation to full scale
datacenter facilities. Another reason is based on the sizing of the ISV applications that will be operated
within the edge. Refer to the two-node cluster section later in this chapter for more details.
Scale Flexibility
High level of resiliency is provided by using four-host clusters with vSAN storage in the initial
deployment. Four-host clusters also ensure a highly available Management Pod design, because
clustered management components such as vCenter Server active, standby, and witness nodes, can be
placed on separate hosts. This same design principle is used for clustered OpenStack components such
as database nodes.
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The initial number and sizing of management components in the Management Pod should be planned in
advance. As a result, the capacity that is required for the Management Pod can remain steady. When
planning the storage capacity of the Management Pod, the CSP should consider the operational
headroom for VNF files, snapshots, backups, VM templates, OS images, upgrade, and log files.
The collapsed Edge & Resource cluster sizing will change according to the application and networking
requirements. When planning the capacity of the Edge & Resource Pod, tenants must work with ISV
vendors to gather requirements for the app to be deployed. Such information is typically available from
the ISV vendors as deployment and sizing guidelines. These guidelines are directly related to the scale of
the app service, for example to the number of subscribers to be supported. In addition, the capacity
utilization of Edge Nodes must be considered, especially when more instances of Edge Nodes are
deployed to scale up as the number of apps increase.
When scaling up the Edge & Resource Pod by adding hosts to the cluster, the newly added resources are
automatically pooled, resulting in added capacity to the compute cluster. New tenants can be
provisioned to consume resources from the total pooled capacity that is available. Allocation settings
for existing tenants must be modified before they can benefit from the increased resource availability.
Performance
The configuration can support the needs of use cases with high-bandwidth requirements. A dedicated
DPDK accelerated Resource Pod or a hybrid standard and accelerated Resource Pod can be considered
when designing for workload distribution.
Operations Management
The Management Pod provides centralized operation function across the deployment topology, be it a
single or distributed data centers.
Multi-Site Support
The Converged Edge Platform is designed to support multiple edge site locations under a single VMware
Integrated OpenStack deployment. When configured, each edge site is added to the deployment as
additional Nova-Compute availability zones, along with Glance and Cinder paths. The MobiledgeX CRM
is installed within the registered VMware clusters, and then configured via the MobiledgeX Cloud
Controller as new cloudlets. Developers would then have the option to elect which cloudlet location
works best for deploying a new application instance.
Figure 7-2. Converged Edges
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Figure 7-3. MobiledgeX Create App Instances

Networking Support
In a multi-site NSX-T Datacenter design, each new edge site will be configured with an edge cluster, Tier0 logical router, profiles and transport zones using the same NSX Manager from the Management Pod.
Tier-1 logical routers and switching are added via the Horizon User Interface of VIO. However, before
adding components through Horizon, OpenStack Neutron must be updated from command line to
locate the new NSX-T components and assign a Neutron availability zone. Details can be found in the
VMware Integrated OpenStack Administration Guide.

Localized Management Configuration
The Localized Management design is similar to the Regionalized Management Configuration of the
Converged Edge solution, except the Management Pod is located within the same telecom or onpremise edge location as the Resource Pod, and a vSAN Witness is not utilized. This is ideal for
customers that want to manage their own cloudlets or require separation for multi-tenancy. The initial
configuration consists of a hyper-converged solution using VMware vSAN Ready Nodes, including Dell
EMC’s VxRail. The Management Pod will contain a minimum of four (4) hosts. The Resource Pod will also
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have four (4) hosts configured in a single vSAN cluster to provide Nova-Compute resources in VMware
Integrated OpenStack.
The diagram shows a typical Two-Pod design with a Management and Resource Pod located at each
edge site. Like the Regionalized Management Configuration, additional clusters can be added to each
Pod as the infrastructure is scaled up.
Figure 7-4. Localized Conceptual Design

Routing and Switching
Before deploying the Two-Pod configuration, a VLAN design using vSphere Distributed Switches must be
configured to isolate the traffic for infrastructure, VMs, and VIM.
For the NSX-T Data Center deployment and VMware Integrated OpenStack integration, one Virtual
Distributed Switch (VDS) will be used in the Management Pod for both VMkernel traffic and VM
management traffic. The Resource Pod offers flexibility with the two classes of NSX-T Data Center
switches (N-VDS Standard and N-VDS Enhanced). The N-VDS Standard switch offers overlay and VLAN
networking, while the N-VDS Enhanced switch offers acceleration by using DPDK to workloads.
The NSX-T Data Center two-tiered routing fabric provides the separation between the provider routers
(Tier-0) and the tenant routers (Tier-1). Each project defined in VIO will have a Tier-1 router configured.
The Edge nodes provide the physical connectivity to the core and external networking. Both dynamic
and static routing are possible at the Edge nodes.
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Note: NSX-T Data Center requires a minimum of 1600 MTU size for overlay traffic. The recommended
MTU size is 9000.
Design Considerations
A Two-Pod configuration provides a compact design ideal for telco workloads where a single
management pod can be located centrally (e.g. telecom edge), while resource pods are geographically
distributed at on-premise edge locations.
Footprint
When using vSAN as shared storage for the management pod, a minimum of four hosts per cluster for
the initial deployment is required. Resource pods require a minimum of two hosts per cluster with vSAN
Witness but recommended is a four-host cluster. In some cases, a four-host cluster may be required,
depending on initial workload performance requirements compared with the deployed hardware.
Scale Flexibility
High level of resiliency is provided by using four-host clusters with vSAN storage in the initial
deployment. Four-host clusters also ensure a highly available Management Pod design, because
clustered management components such as vCenter Server active, standby, and witness nodes, can be
placed on separate hosts. This same design principle is used for clustered OpenStack components such
as database nodes.
The initial number and sizing of management components in the Management Pod should be planned in
advance. As a result, the capacity that is required for the Management Pod can remain steady. When
planning the storage capacity of the Management Pod, the CSP should consider the operational
headroom for VNF files, snapshots, backups, VM templates, OS images, upgrade, and log files.
The collapsed Edge & Resource cluster sizing will change according to the application and networking
requirements. When planning the capacity of the Edge & Resource Pod, tenants must work with ISV
vendors to gather requirements for the app to be deployed. Such information is typically available from
the ISV vendors as deployment and sizing guidelines. These guidelines are directly related to the scale of
the app service, for example to the number of subscribers to be supported. In addition, the capacity
utilization of Edge Nodes must be considered, especially when more instances of Edge Nodes are
deployed to scale up as the number of apps increase.
When scaling up the Edge & Resource Pod by adding hosts to the cluster, the newly added resources are
automatically pooled, resulting in added capacity to the compute cluster. New tenants can be
provisioned to consume resources from the total pooled capacity that is available. Allocation settings
for existing tenants must be modified before they can benefit from the increased resource availability.
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Performance
The configuration can support the needs of use cases with high-bandwidth requirements. A dedicated
DPDK accelerated Resource Pod or a hybrid standard and accelerated Resource Pod can be considered
when designing for workload distribution.
Operations Management
The Management Pod provides centralized operation function across the deployment topology, be it a
single or distributed data centers.

Two-Node Resource Cluster Configuration
Two-Node clusters have limitations and restrictions when compared to a typical ESXi host within a
cluster. For example, the environment should never exceed more than 50 percent utilization per host, in
order to fully accommodate all the running virtual machines if a failure on a host occurs. Other design
considerations and limitations are listed below.
vSAN Witness
A vSAN Witness can either be physical or virtual and can only have one vSAN Witness per two-node
cluster. For a virtual instance, an OVA is imported into VMware vCenter, which appears as a nested ESXi
host. Once configured, the vSAN witness will appear in the vCenter Datacenter list but show up with a
blue icon.
Figure 7-5. vSAN Witness

The vSAN Witness can be deployed at either the same site as the two-node cluster, or another site (e.g.
telco edge). If deployed on the same site, the vSAN Witness cannot be installed on the two-node cluster,
and therefore requires deploying to the management pod alongside the vCenter Server instance.
Physical vSAN Witness hosts are also possible, but not covered in this reference architecture.
vCenter Server
The vCenter Server managing the two-node cluster for the Resource & Edge Pod will be installed
centrally in the Management Pod (e.g. telco edge). That one vCenter Server instance is capable of
supporting multiple 2-node cluster edge sites at once for a multi-tenant design.
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Fault Domains
A two-node cluster with vSAN Witness is a stretched cluster in vSphere. When configured, there are a
total of three fault domains created, and the design is limited to just three. That’s one preferred domain
ESXi host, one secondary ESXi host, and then the vSAN witness fault domain. Due to this configuration,
the Primary Number of Failures to Tolerate (PFTT) is limited to just 1 object.
Two-Node Networking
When deploying a two-node cluster for the Resource and Edge Pod, there are specific networking
requirements that must be followed to ensure connectivity and performance.
•

The vSAN Witness virtual appliance will have two virtual NICs attached; one (1) on the
management network, and one (1) for vSAN witness traffic

•

Layer 3 vSAN Witness communication, when the Winess is located at a different site, otherwise
Layer 2 VMkernel communication

•

Multiple vSAN Witness appliances can share the same VLAN for witness traffic

•

MTU 9000 for vSAN data, and MTU 1500 for vSAN Witness

•

Maximum Round-Trip Time (RTT) of 500ms

•

Bandwidth requirements between the vSAN cluster and Witness host are based on the total
number of component metadata in vSAN, and can be calculated as 1138 Bytes X Number
Components / 5sec = N + 10%

Port Requirements
VMware vSAN requires the following ports to be open for proper communication.
Table 7-1. vSAN Port Communications
Service

Port

Protocol

Direction

Connectivity

VASA Provider

8080

TCP

BOTH

Between vSAN hosts and vCenter

Unicast Agent (to Witness)

12321

UDP

BOTH

Between vSAN hosts and Witness

vSAN Transport

2233

TCP

BOTH

Between vSAN hosts

vSAN Clustering

12345, 2345

UDP

BOTH

Between vSAN hosts

Scaling a Cluster
In certain situations, a two-node cluster within the Resource and Edge Pod may need to be resized to
accommodate additional ISV or VNF workloads. This can happen as demand increases on the edge site,
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such as additional user connections that raise the number of VM instances, or a change in the
application requiring additional CPU, memory, etc.
Note A two-node cluster running on a vSAN Ready Node physical server is capable of scaling to a larger
cluster. However, due to licensing, a VxRail appliance cluster does not support this method.
The following is a summary of the tasks need to complete the scaling process from a two-node cluster
to three (3) or more ESXi hosts. WWT recommends a four (4) node cluster when scaling, to support high
availability.
Table 7-2. vSAN Scaling Steps
Description

Task
Decommission the Witness

Delete disk group and remove from Fault Domain Configuration

Cleanup Witness Networking

Disable and remove vSAN Witness traffic

Install ESXi on New Host

Verify the new host is compatible with the two existing nodes

Attach Host to Cluster

Add the new host to the existing cluster in vCenter

Verify/Build Disk Groups

Verify the disks for the new host have automatically setup or manually create if needed

Rebalance vSAN

Start the rebalance task on the vSAN cluster to prepare the third host for managing vSAN data

Converged Edge Reference Architecture

PAGE | 46

PROPRIETARY AND CONFIDENTIAL

Sample Use Cases
This section covers a set of solutions and use case scenarios for the Converged Edge
platform. The VMware Telco Cloud Infrastructure 1.0 Reference Architecture contains
additional use cases that can operate within the cloudlet.

Edge Applications
Edge is a $17 billion market opportunity for service providers. More than half of that market
resides within user-facing application and service platforms. However, just 6 percent of
enterprise IT decision makers consider service providers experts in the edge space.
To combat this, service providers need to effectively use their networks to tap into the value
being created at the edge by quickly bringing new edge-enabled applications to market.
They can do this by:
•

Understanding which industries are most amenable to leveraging edge to better deliver value
internally and externally

•

Identifying key use cases in those industries and the related applications that are most likely to
gain market traction

•

Deploying these vertical-specific solutions at scale to drive new revenue streams

Private LTE
Private networks will be a key enabler for service providers to deliver enterprise customer
services and for businesses to develop differentiated models that accelerate digital
transformation.
In the US, the FCC established the shared commercial use of the Citizen Broadband Radio
Service (CBRS) spectrum. CBRS can be utilized by enterprises for standalone campus
networks or by mobile operators to offer private LTE as a service to enterprises.
With Private LTE, organizations can deploy a wholly owned and operated cellular network
that is fast, efficient, reliable and secure. Citizens Broadband Radio Service (CBRS) will lower
the barrier of entry for digital leaders in all industry verticals to deploy private LTE networks
— or eventually 5G networks — to increase in-building capacity, provide a better experience
over Wi-Fi and begin to leverage the edge-enabled applications that will be demanded by
enterprise customers.
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Examples of use cases for private LTE networks include:
•

•

•

Automation & Industry 4.0:
o

Factory-floor robotics (e.g., wireless robotics)

o

Logistics and warehousing (e.g., pick-and-pack machines)

Mission-Critical Services
o

Monitor and control critical infrastructure (e.g., electricity distribution grids, power
plants, etc.)

o

Public safety agencies often need ad hoc closed user group networks at emergency
scenes

o

Government and military agencies want dedicated, highly available networks at their
facilities

Venue Services
o

Public venues (e.g., airports, stadiums, hospitals, ports, etc.) have many users with
requirements for fast, highly secure access

Virtualized Services running on an NFV infrastructure platform
Software-defined virtual networks simplify architectures and can help transform service
providers’ business models as we head into a new generation of connectivity.
Effectively deploying virtual network functions on top of NFV infrastructure (NFVI) will help
service providers keep up with the pace of change in today’s competitive industrial
landscape.
Behind the agility of NFV is complex technology requiring interoperability expertise in
infrastructure, orchestration, applications, virtualization and automation.
We've streamlined the NFV validation process by accelerating service providers' ability to
bring new services to market by incorporating the latest industry tools for qualifying, testing
and running a complete NFV solution into WWT’s Advanced Technology Center (ATC).
Our Virtual Central Office (VCO) solution is a good example of a virtualized service that can
run on top of the Converged Edge Node. VCO provides a blueprint for modernizing service
provider operations at the network edge via an open, software-defined infrastructure
platform. It enables service providers to quickly and seamlessly deploy new capabilities for
low latency and high-bandwidth application services.
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The VCO solution hosted in our ATC delivers a 4G LTE mobile broadband internet service
based on the Third Generation Partnership Project (3GPP) Control and User Plane
Separation (CUPS) architecture.
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